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SECTION 

Introduction
Fundamentals



EVERY INDUSTRY WITH 
EXTENSIVE DATA COLLECTIONS

Motivation

ADBIS 2026 · Tutorial 3



From Data to Vectors
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xi is a real number

x1 x2
xd

…

dimensionality d
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❏ Given: a set S of n distinct points 
in d-dimensional space Rd under 
some norm ∥.∥

❏ Goal: return the set of  K points 
in S that are closest to a query 
Q ∈ Rd,under ∥.∥

Vector Search

One Problem, Many Names: Similarity Search / Vector Search / Nearest 
Neighbor Search / KNN
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❏ Given: a set S of n distinct points 
in d-dimensional space Rd under 
some norm ∥.∥

❏ Goal: return the set of  K points 
in S that are closest to a query 
Q ∈ Rd,under ∥.∥

Vector Search

One Problem, Many Names: Similarity Search / Vector Search / Nearest 
Neighbor Search / KNN 

● Generation/LLM systems: RAG, context retrieval
● Recommendation systems: Similar users, products, content
● Forecasting: Retrieve similar historical patterns
● Data analytics & mining: Pattern discovery
● Data cleaning: Duplicate detection, entity resolution
● Clustering: Grouping similar data points
● Classification: Nearest-neighbor prediction
● ML debugging & monitoring: Anomaly detection, failure analysis

Similarity search 
powers modern 
workloads:

and more…
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Vector Search : Image Search
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OFFLINE  :  Build once

ONLINE  : Query answering

n images
image 

collection

f(·)

embedding 
model

⋮

x1 … xn ∈ ℝd
Vector database

ANN index

storage

insert

query image

f(·)

same model

q ∈ ℝd
k-NN search

top-k 
answers

1

dist = 0.08

2

dist = 0.21

3

dist = 0.34



Vector Search flavors [1]
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Echihabi et al. “New Trends in High-D Vector Similarity Search: AI-driven, Progressive, and Distributed” PVLDB 2021
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Vector Search flavors [1]
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Echihabi et al. “New Trends in High-D Vector Similarity Search: AI-driven, Progressive, and Distributed” PVLDB 2021
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Prob( dx = min{di} ) = 1 

result is exact NN

Vector Search flavors : Exact Search [1]
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Echihabi et al. “New Trends in High-D Vector Similarity Search: AI-driven, Progressive, and Distributed” PVLDB 2021
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Prob( dx = min{di} ) = 1 

result is exact NN

Prob(dε <= dx (1+ε)) = 1 

result within (1+ ε) of exact NN 
with probability 1

Vector Search flavors : ϵ-Approximate Search [1]
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Echihabi et al. “New Trends in High-D Vector Similarity Search: AI-driven, Progressive, and Distributed” PVLDB 2021

11



Prob(dε <= dx (1+ε)) >= δ 

result within (1+ ε) of exact NN 
with probability at least δ

Prob( dx = min{di} ) = 1 

result is exact NN

Vector Search flavors : ϵ-Approximate Search with Probabilistic Guarantees [1]
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Prob(dε <= dx (1+ε)) = 1 

result within (1+ ε) of exact NN 
with probability 1

Echihabi et al. “New Trends in High-D Vector Similarity Search: AI-driven, Progressive, and Distributed” PVLDB 2021
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Prob(dε <= dx (1+ε)) >= δ 

result within (1+ ε) of exact NN 
with probability at least δ

Prob( dx = min{di} ) = 1 

result is exact NN

Prob(dng <>= ?) = ? 

result within ? of exact NN

Vector Search flavors : Non-Guaranteed Approximate Search [1]
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Prob(dε <= dx (1+ε)) = 1 

result within (1+ ε) of exact NN 
with probability 1

Echihabi et al. “New Trends in High-D Vector Similarity Search: AI-driven, Progressive, and Distributed” PVLDB 2021

ng-approximate NN search
Approximate NN Search (ANNS)
Vector Search 13



Vector Similarity Measures

Vector search ranks vectors using a distance or similarity 
function.

● Euclidean Distance (Argmin)

● Cosine Similarity (Argmax)

● Inner Product (Argmax)

q

Geometric 
distance 
(min l2)

Direction / angle
(max cos/min angle)

Alignment + magnitude
(max ip)
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Vector Similarity Measures
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Task / Data Best choice Reason

Text semantic search Cosine Meaning only

Multimodal search IP Alignment + confidence

Recommendation / ranking IP Relevance scoring

Clustering (k-means) L2 Metric geometry

Vision / sensor data L2 Physical distance

Gradient Analytics IP Influence

15



Vector Similarity Measures : Converting between them [2-6]
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An index is built for one measure. Any other measure can be served on it by transforming the vectors, at the cost of 
at most two extra dimensions.

what the index computes

L2 IP cosine
what

you want

L2 + 1 dim + 2 dim

IP

cosine normalise 
base

normalise 
base —

IP on an L2 or cosine index    + 1 dimension
f(x) = [ x ,  √(M² − ǁxǁ²) ]        g(q) = [ q ,  0 ]

ǁf − gǁ² = M² + ǁqǁ² − 2⟨x, q⟩   →   argmin = argmax ⟨x, q⟩
the same f also makes ǁf(x)ǁ = M for every x, so cosine works with no further changeå

cosine on an L2 or IP index    normalise the base
ǁx̂ − qǁ² = 1 + ǁqǁ² − 2⟨x̂, q⟩
ǁqǁ is fixed within a query, so normalising q changes nothing

If ǁxǁ is the same for every base vector, L2, IP and cosine 
induce the identical ranking, and no transform is needed.

—

+ 1 dim + 1 dim
L2 on an IP index    + 1 dimension
f(x) = [ x ,  −ǁxǁ² / 2 ]        g(q) = [ q ,  1 ]

⟨f, g⟩ = ⟨x, q⟩ − ǁxǁ²/2   →   argmax = argmin ǁx − qǁ²

16

—

M = max ǁxǁ over the base.   f transforms a base vector, g 
transforms the query.



Tutorial roadmap
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01 Introduction 

02 Families of ANN indexing techniques

03 Disk-based Graph-based ANN 

04 Filtered Vector Search

05 Query Aware ANN

06 Benchmark and Evaluation of Vector Search System  

07 Emerging trends & research directions

17

5 min

15  min

15 min

10 min

10 min

5 min

5 min

08 Conclusions & discussion 5 min
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Families of ANN indexing techniques
Tree, Hash and Graph Indexing



O(n⋅d)
n

Vector Search : Brute Force

x1 x2
xd

…

dimensionality d
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Brute-force 10-NN search on 1B vectors (1024 dims) 
requires: ~10¹² distance operations 
                ~ dozens to hundreds minutes on single CPU

19



Vector Search Techniques

ADBIS 2026 · Tutorial

fewer candidates scanned => 
Indexing

 O(n⋅d)
cheaper per comparison => dim. 

reduction and/or quantization

20



Tree-Based

Indexing Methods
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Tree-Based Hash-Based

Indexing Methods
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Tree-Based Hash-Based Inverted Index

Indexing Methods
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Tree-Based Hash-Based Inverted Index

Indexing Methods
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Graph-Based

24



Indexing Methods
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ANN Family Advantage Disadvantage

Tree-Based
Low index construction time
Low footprint
Supports different flavors of search

Low search performance on hard query 
workloads
Degrades with intrinsic dimensionality
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Indexing Methods
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ANN Family Advantage Disadvantage

Tree-Based
Low index construction time
Low footprint
Supports different flavors of search

Low search performance on hard query 
workloads
Degrades with intrinsic dimensionality

Hash-Based

Theoretical guarantees on query 
efficiency and accuracy
Cheap incremental updates

High index construction time
High footprint
Low search performance (efficiency, 
accuracy)
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Indexing Methods
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ANN Family Advantage Disadvantage

Tree-Based
Low index construction time
Low footprint
Supports different flavors of search

Low search performance on hard query 
workloads
Degrades with intrinsic dimensionality

Hash-Based

Theoretical guarantees on query 
efficiency and accuracy
Cheap incremental updates

High index construction time
High footprint
Low search performance (efficiency, 
accuracy)

Graph-Based
Excellent empirical query accuracy and 
efficiency

High index construction time
High footprint
No guarantees on search quality
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Indexing Methods
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ANN Family Advantage Disadvantage

Tree-Based
Low index construction time
Low footprint
Supports different flavors of search

Low search performance on hard query 
workloads
Degrades with intrinsic dimensionality

Hash-Based

Theoretical guarantees on query 
efficiency and accuracy
Cheap incremental updates

High index construction time
High footprint
Low search performance (efficiency, 
accuracy)

Graph-Based
Excellent empirical query accuracy and 
efficiency

High index construction time
High footprint
No guarantees on search quality

Inverted Index
Low index construction time
Low footprint
Query-time tuning via nprobe

No pruning inside a probed cell
Quality depends on data clusterability
Centroid drift under updates

28



Graph vs IVF vs Tree vs Hash based Indexing
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Proximity Graph

ADBIS 2026 · Tutorial

Beam search is a heuristic search algorithm that 
explores a graph by expanding the most optimistic node 
in a limited set of size L

BeamSearch(G, Q, entry_node, K, L) 

1. Predefined nodes.

2. Searching in lightweight pre-built indices constructed 

using a small dataset sample.

3. Random node(s).

Q

30



Proximity Graph : Beam Search
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Initialize the set of candidate nearest neighbors C_NN with 
entry_ node, and the set of visited nodes with empty set 𝑽← ∅

31

C_NN

dist(1,Q)

BeamSearch(G, Q, entry_node = 1, K, L = 6) 
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Proximity Graph : Beam Search
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dist(1,Q)

While(C_NN\𝑽≠∅) 

C_NNC_NN

BeamSearch(G, Q, entry_node = 1, K, L = 6) 
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2.1 Select the closest 
element P from C_NN\𝑽
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Proximity Graph : Beam Search
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33

dist(1,Q)

Q

5
2

3

1

7 9

4

10 6
8

11 15

13
16

12

14
18

17

19
20

21

22
23

dist(16,Q)

dist(10,Q)

dist(15,Q)

C_NN

While(C_NN\𝑽≠∅) 

BeamSearch(G, Q, entry_node = 1, K, L = 6) 

 L
 (B

ea
m

 w
id

th
)

2.1 Select the closest 
element P from C_NN\𝑽

2.2 Add P neighbors to 
C_NN

2

33



Proximity Graph : Beam Search
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Proximity Graph : Beam Search
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element P from C_NN\𝑽

2.2 Add P neighbors to 
C_NN

2.3 Add P to the set of 
visited candidate
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Update C_NN to retain 
closest L points to Q
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Proximity Graph : Beam Search
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Proximity Graph : Beam Search
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Indexing Paradigm

Diversification Approach

Seed Selection Approach
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Graph-based Indexing: Taxonomy [20-37]
Azizi, I., Echihabi, K., & Palpanas, T. (2025). Graph-Based Vector Search: An Experimental Evaluation of the State-of-the-Art. ACM PACMMOD (SIGMOD)



KGraph
2011

KS

EFANNA
2016

KD

tim
e

IEH
2014

LSH

Neighborhood Propagation based 

Graph-based Indexing: Neighborhood Propagation [25-27]
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a

b

c

“hi a, your neighbors can 
become my neighbors too”

● My neighbors' neighbors are likely to be my neighbors.

Graph-based Indexing: Neighborhood Propagation
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KGraph
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Neighborhood Propagation based 
Incremental Insertion based

Graph-based Indexing: Incremental Insertion [24]
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● Insert node incrementally into the graph.

BeamSearch(nt+1,G
t,s,K,L)

GtGt+1

nt+1

Graph-based Indexing: Incremental Insertion
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Graph-based Indexing: Neighborhood Diversification [28-38]
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Graph-based Indexing: Neighborhood Diversification
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Neighborhood Diversification
For a node Xq and a list of candidate neighbors Cq, the node Xj, which belongs to Cq, is 
selected into the set of Xq‘s neighbors Rq if and only if the following condition holds:

∀Xi∈Rq, dist(Xq,Xj) < dist(Xi,Xj)  

44

dist(Xi,Xj) < dist(Xq,Xj) 
dist(Xi,Xk) > dist(Xq,Xk) 

Xj

Xk

Xi

Xq



Azizi, I., Echihabi, K., & Palpanas, T. (2025). Graph-Based Vector Search: An Experimental Evaluation of the State-of-the-Art. ACM PACMMOD (SIGMOD)v

Neighborhood Diversification (ND) approaches in literature: 

45

1. Relative ND (RND)

2. Relaxed RND (RRND): (eq1) => ∀Xj∈Rq, dist(Xq,Xi) < α.dist(Xi,Xj) for α > 1

3. Maximum-Oriented ND (MOND):  (eq1) => ∀Xj∈Rq, cos(∠XiXqXj) < cos(θ)

RRNDRND MOND

Xq Xi

Xj

Xk

Xl

R
N

D

θ 
Xq Xi

Xj

Xk

Xl

M
O

ND

Xi
Xq

Xj

Xk

Xl

RRND

d/2 d/2

d/ɑ

Graph-based Indexing: Neighborhood Diversification
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Graph-based Indexing: Taxonomy
Azizi et al. “Graph-Based Vector Search: An Experimental Evaluation of The State-of-the-Art” SIGMOD  2025
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HNSW [28] 
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● HNSW stacks progressively sparser, 
pruned proximity graphs, enabling fast 
coarse-to-fine navigation toward the 
query.

1. Initialize empty graph G

2. for each vector x:

a. C ← BeamSearch(G, x, beamwidth)

b. N ← Prune(C, maxOutdeg)

c. for each v ∈ N:

i. Add edge x ↔ v

ii. if degree(v) >2* maxOutdeg: 

Prune(v)
47



HNSW [28] 
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● HNSW stacks progressively sparser, 
pruned proximity graphs, enabling fast 
coarse-to-fine navigation toward the 
query.

● Upper layers provide long-range 
shortcuts, quickly guiding the search 
toward the query region before 
base-layer refinement.

48



Vamana [34]
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Progression of the graph generated by the Vamana indexing 
algorithm (two phases, α = 1 and α = 1.2) on a database with 
200 points in 2 dimensions. 

S. Jayaram Subramanya, Devvrit, H. V. Simhadri, R. Krishnaswamy, R. Kadekodi. DiskANN: Fast Accurate Billion-point Nearest Neighbor Search on a Single Node. NeurIPS 2019.

Dense Random 
Graph

1st pass α = 1.0 → 

2nd pass α = 1.2 →

Starting from a random graph:
● For each node, run beam search to 

find its nearest neighbors, then 
prune and add edges using 
parameter α

49

● Repeat the process twice: 
first with α=1, then with 
α=1.2.



ELPIS [20]
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● Hybrid solution combining a shallow tree at the top with a kNN graph inside each leaf, using EAPCA 
data series summarization.

● Elpis builds an EAPCA tree to separate the dataset into multiple homogeneous leaves, then builds 
an ANN graph (HNSW) within each leaf.

V = {-1.5,-0.5,0.5,1.5,2.5,1.5,2,2.6}

EAPCA(V) = {[-1,0.5],[1,0.5],[2.15,0.44]}
L3

L4

-0.22, 0.54
0.48, 1.24|____________|

I2

0.11, 0.31
1.23, 1.32|________|_______|

-0.31, -0.11
0.44, 0.54

Root
|____________|

-0.25, 0.54
0.45, 1.24

I1
|____________|

-0.25, 0.10
0.45, 0.93

L1
|____________|

-0.25, -0.15
0.45, 0.71

L2
|________|_______|

0.26, 0.31
1.23, 1.26

-0.31, -0.27
0.49, 0.54 |________|_______|

0.11, 0.28
1.28, 1.32

-0.28, -0.11
0.44, 0.53

-0.25, 0.54
0.45, 1.24

50



51

Q

dist(8,Q)
dist(20,Q)

dist(19,Q)
dist(18,Q)

C_NNL2

dist(46,Q)
dist(3,Q)

dist(11,Q)
dist(4,Q)

C_NNL1

dist(24,Q)
dist(33,Q)

dist(7,Q)
dist(39,Q)

C_NNL3

dist(39,Q)
dist(19,Q)

dist(11,Q)
dist(18,Q)

C_NN

U

ELPIS [20]

51

L3

L4

-0.22, 0.54
0.48, 1.24|____________|

I2

0.11, 0.31
1.23, 1.32|________|_______|

-0.31, -0.11
0.44, 0.54

Root
|____________|

-0.25, 0.54
0.45, 1.24

I1
|____________|

-0.25, 0.10
0.45, 0.93

L1
|____________|

-0.25, -0.15
0.45, 0.71

L2
|________|_______|

0.26, 0.31
1.23, 1.26

-0.31, -0.27
0.49, 0.54 |________|_______|

0.11, 0.28
1.28, 1.32

-0.28, -0.11
0.44, 0.53

-0.25, 0.54
0.45, 1.24

● ELPIS prunes unpromising leaves 
using the EAPCA lower-bound 
distance. 

● ELPIS searches the selected 
candidate leaves in parallel using 
multi-threading and merges their 
results into the final output.
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Disk-based Graph-based ANN
DiskANN, Starling, PipeANN



Why leave memory?
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A single billion-vector index, in DRAM
raw vectors     10⁹ × 128 dims × 4 B  = 512 GB
graph edges     10⁹ × 64 × 4 B         = 256 GB
───────────────────────
total  ≈ 768 GB  -> out-of-memory on a 
typical server

Economics

DRAM ≈ $3–5 / GB     NVMe SSD ≈ $0.05–0.10 / GB
→ roughly 50–80× cheaper per byte

Access latency, log scale
L3

10 ns

DRAM

100 ns

PMem

300 ns

SSD

100 µs 10 ms

× 1 000 in latency

HDD

> 90%
of query latency is disk I/O, not computation

92.5% measured by Starling [39] · >90% by PageANN [41]

Where the time goes



The core design 1/2 : Compression
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Keep something small and approximate in RAM to decide what to fetch; keep the truth on disk.

RAM
compressed vectors
(i.e 32 bytes each)

entry points
candidate queue

SSD
full vectors

+ neighbour lists
packed into pages

54

fetch →

← re-rank



The core design 2/2 : Memory Layout
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The SSD's smallest read is a 4 KB page. Graph search wants one node at a time.

one 4 KB page read

wanted

Fewer reads + more value per read

55

Read amplification = bytes read / bytes used
● one vector (128-d float, 512 B) → 4KB / 512 = 8×
● one neighbor list (64 uints, 256 B) → 4KB / 256 = 16×



DiskANN [34]
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The reference design: one flat graph on SSD, one node per page, and summarized vector 
representation via Product Quantization (PQ) codes in RAM.

RAM

PQ code per vector — approximate distances, no I/O

read W pages exact vector back

SSD

vector nbrs ids vector nbrs ids vector nbrs ids

● Vamana graph: a single layer, pruned with α = 1.2 so long edges survive and paths 
stay short.

● One page read returns the exact vector and its neighbours together.
● 1B points on one machine with 64 GB RAM, under 3 ms.

56



Starling [39]
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Same graph, same search, just store neighbours together, so a page read is worth something.

Random Order Reordered Graph 

Graph reordering for disk locality :  reorders 
graph nodes so neighboring/related nodes are 
stored in the same or nearby disk blocks, 
reducing I/O during traversal.
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PipeANN [40]
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DiskANN batch parallel I/O. PipeANN removes barrier between rounds and pipeline asynchronous I/O.

DiskANN
CPU

disk

W reads go out together  but nothing new starts until the slowest one is back and processed

PipeANN
CPU

disk

a read goes out as soon as the candidate pool suggests one : no round boundary

computation disk read round barrier

Removing the barrier gives about one third of DiskANN's latency at billion scale[40].
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Filtered Vector Search
Inline, Acorn, RWalks



q

The answers may no longer be the nearest points
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Filtered Vector Search

q

shape=’circle’ 
AND
color=’blue’

60

Difficulty of a filtered query depends on its selectivity and correlation.

● Selectivity of P: the fraction of the collection that satisfies it.
● Correlation of P: whether the points satisfying P lie near q (positive) or far from q (negative) 

in the embedding space.

Given a dataset where every vector carries structured attributes (e.g. colour, size, brand, …), 
filtered search returns the k nearest neighbours of a query q among only the rows satisfying the 
query predicate P.



Why is this harder than plain ANN
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Four things you can do with a filter. Three of them fail for reasons that have nothing to do with vectors.

A.  one index per predicate

colour

12 values

size

8 values

brand

500 values
× × = 48 000

indexes

and that is single-attribute equality only, conjunctions and ranges 
multiply it again

B.  pre-filter :  scan the valid rows

the collection, n rows s·n rows

exact but you compute a distance for every one of them.  n = 
100M at s = 10% is 10M distances per query.

C.  post-filter  :  search, then discard

rank 1 rank 20

k′ = 20 returned  →  only 3 valid.  Want k = 10?  k′ must keep 
growing, and nothing bounds how far.

D.  inline  :  one index, skip what fails

Q

The only option that scales

The index was built from 
vector proximity, which says 
nothing about the filter

61



ACORN [51]
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Intuition. Filtering skips most of a node's neighbours, so the traversal runs out of moves. Give the 
graph far more edges than it needs, and enough survive any filter to keep going.

v's own list no valid entry

their lists

v's effective list 2 valid, without storing them

● ACORN-1 doesn't store them: at search time 
it treats a neighbour's neighbours as its 
own. Cheap to build, limited reach.

When the filter is very selective, it pre-filters instead.

● ACORN-γ stores the extra edges. Pays 
in build time and unfiltered queries.

neighbour list of one node,  s = 10%

M = 10

M = 100 (30 of 100 
shown)

chance the list contains at least one valid neighbour

M = 10 65%

M = 100 99.99%
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● Random walks diffuse attribute 
information between neighbours, so 
each node is enriched with what 
surrounds it, not just what it carries.

● A node that fails the predicate can still 
be worth routing through, because its 
enriched attributes show that 
matching nodes lie beyond it.

63

RWalks [52]
Ait Aomar, A., Echihabi, K., Arnaboldi, M., Alagiannis, I., Hilloulin, D., & Cherkaoui, M. (2025). RWalks: Random Walks as Attribute Diffusers for Filtered Vector Search. SIGMOD.



05
SECTION 

Query-aware Graph-based Indexing
StitchedVamana, RoarGraph, CMDG



The problem: queries are not like the data
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● In cross-modal search, queries 
and database vectors come from 
different modalities and often 
different distributions. 

● This distribution gap breaks the 
shared-space assumptions 
behind many graph indexes.

base vector training query Nearest neighbors

in-distribution query  
(image → image)

out-of-distribution query  
(text → image)

65
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IVF, scan 50 clusters
● ID Query: Recall@10 ≥ 0.97
● OOD Query: Recall@10 ≤ 0.91, 0.2, and 0.52, 

respectively

HNSW
● ID Query: around 48 hops to achieve 

recall@10≥ 0.93 on LAION dataset
● OOD Query: around 500 hops

66

Low Performance of Existing Indexes in Handling OOD Queries 

Chen, M., Zhang, K., He, Z., Jing, Y., & Wang, X. S. (2024). RoarGraph: A Projected Bipartite Graph for Efficient Cross-Modal Approximate Nearest Neighbor Search. PVLDB.



RobustVamana [44]
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solid: base → query      dashed: query → base
a base node may point at a query node;  a query node points only 
at its closest base nodes

removed

delete x → q, and give x the S[x] vectors from Nₒᵤₜ
(q) that are closest to x

1 build Vamana over X ∪ Q stitch the query nodes out2

The query is a temporary bridge: it discovers base vectors that ordinary Vamana pruning would never have linked.

Build one graph over base and query vectors together, then delete the queries, keeping the shortcuts 
they created.
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RoarGraph [43]
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NN(q), ordered by distance from q then prune to R/2, add reverse edges where there is room, 
and fill any empty slots with the leftover candidates

1 take one training query and its KNN wire the 1st NN to the others 2

Queries are never inserted. Each one simply hands over its neighbour list, and the nearest base 
vector is wired to the rest. 

1st NN

2nd NN

3rd NN

4th NN

1st NN

2nd NN

3rd NN

4th NN

68



CMDG [45]
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1 give every base vector a proxy query q’ fuse, then build RoarGraph on top of F2

Rather than adding query nodes or query-derived edges, shift each base vector toward the queries 
that ask for it. 

q1

q2

q3
q4

q’= avg(NNq(x))
x

q’
x

fx = x + q’

the fused vector sits between where the data is and where the queries look for it, so ordinary 
proximity in F already reflects the query distribution
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Benchmark and Evaluation of Vector Search System 
Correctness and axis of performance



How do we assess an ANN algorithm?

Six axes, none reducible to the others. A method is a profile across them, and no published method dominates on all six.

Correctness

Speed

FootprintI/O

Tunability

Mutability Correctness recall@k, approximation ratio, per-query 
distribution, task utility

Speed build time; query latency/throughput; NDC

Footprint memory and disk footprint during indexing 
and search

I/O reads per query, read amplification, cache hit

how wide is the configuration region that 
works?

Mutability insert and delete throughput, recall drift, 
rebuild cadence

ADBIS 2026 · Tutorial 71

Tunability



How do we assess an ANN algorithm?

Six axes, none reducible to the others. A method is a profile across them, and no published method dominates on all six.

Correctness

Speed

FootprintI/O

Tunability

Mutability

method A

method B

Correctness recall@k, approximation ratio, per-query 
distribution, task utility

Speed build time; query latency/throughput; NDC

Footprint memory and disk footprint during indexing 
and search

I/O reads per query, read amplification, cache hit

how wide is the configuration region that 
works?

Mutability insert and delete throughput, recall drift, 
rebuild cadence
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Tunability



Correctness: What recall cannot see 
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Recall is a set-overlap measure. It is invariant to how wrong an error is, and to which queries were served.

two systems at 
recall@10 = 0.80

×1.0 ×1.5 ×2.0 ×2.5 ×3.0 ×3.5
d(q, returned) / d(q, true 1st NN)

true top-10

system A

system B

substitutes just past the 10th
substitutes from an unrelated 

region

system A max rel. error 1.03 no observable effect downstream

system B max rel. error 3.54
a different neighbourhood; wrong context 
in RAG

● Distance-based :  RDE [53] ,RBO [54]
● Task-based :  nDCG [55], LLM-as-judge, Semantic recall [56]

73



data space

Workload Hardness
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Queries of one workload are not equally hard, so recall varies from query to query.

recall@10 per query

2%

0.5

3%

0.6

5%

0.7

10%

0.8

25%

0.9

55%

1.0

share of queries

mean 0.92

p5 0.60

illustrative distribution

● Report p5, p10 and RQUT (ratio of queries under 
target recalll) [53].

● target 0.9 → RQUT = 20%

easy query

Easy: dense region, the k NN are clearly closer than the rest.

hard query

Hard: sparse region, many points at almost the same distance.



ANN Hardness Measures [57-61]
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Measure What it captures Depends on Hard when

Relative Contrast  [59] mean distance divided by the k-th NN distance query close to 1



Relative Contrast
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RC measures how much closer the k-th nearest neighbor is than an average point [59].

RCk(q) = dmean(q) / dk(q)
dmean : mean distance from q to all points      dk : distance to its k-th nearest neighbor

High RC
the k NN are much closer 
than the rest q

dk

dmean

RC ≈ 2.8

Low RC (close to 1)
the k NN are barely closer 
than an average point q

dk

dmean

RC ≈ 1.1
distance to q

Low-RC queries need more distance computations to reach the same recall.



ANN Hardness Measures [57-61]
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Measure What it captures Depends on Hard when

Doubling Dimension  [60] how the space grows when the radius doubles dataset high

Steiner-hardness  [61] graph search effort needed to reach the k NN graph index high

ANNIE [117] learned cost to reach a recall target graph index high

Relative Contrast  [59] mean distance divided by the k-th NN distance query close to 1

LID  [57, 58] how similar the distances from q to its k NN are query high



Benchmark Datasets
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Dataset Dim Size Metric / Filter Source

Vector ANN

SIFT 128 1M to 1B L2 Image descriptors [8, 62]

DEEP 96 10M to 1B L2 CNN image embeddings [63]

MS SPACEV 100 1B L2 Bing web embeddings [64]

Text-to-Image 200 1B IP, OOD queries Yandex image and text embeddings [64]

Filtered ANN

YFCC-10M 192 10M Tags, 1 or 2 term AND Flickr images, CLIP [65, 66]

TripClick 768 ~1M Clinical area labels Health search documents [67, 51]

Not enough datasets

And more…
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Emerging trends and research directions



Open Problems Inside the Index (1/2) 
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Adaptive effort and early termination
• One fixed ef or nprobe overshoots easy queries and starves hard ones
• At 0.95 mean recall, about 20% of queries still fall below the target
• Predict the recall reached so far and stop once the target is met

ANNIE, VLDB’26 ·  LAET, SIGMOD'20 · DARTH, SIGMOD'26 · Ada-ef, SIGMOD'26

Multi-vector ANN
• Each object is a set of vectors; similarity becomes Chamfer (MaxSim)
• One vector per object cannot match it without a large dimension blow-up

PLAID, SIGIR'22 · MUVERA, NeurIPS'24 · Jayaram et al., 2026



Open Problems Inside the Index (2/2) 
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Merging graph indexes
• Streaming and distributed indexes must merge graphs
• Pruned neighbour lists do not compose: a dropped edge can become valid after the union
• Merging must re-collect candidates, not concatenate lists

HNSW-Merger, SIGMOD'26 · FGIM, SIGMOD'26

Private ANN
• A graph search converges on the query, so its access pattern reveals the query
• Cost is counted in private fetch rounds, not QPS

Tiptoe, SOSP'23 · Pacmann, ICLR'25 · Compass, OSDI'25



ANN Inside AI Systems (1/2)
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KV-cache retrieval
• Sparse attention is top-k inner-product search over the cached keys
• Queries and keys come from different projections: the query is out of distribution
• Off-the-shelf index: about 30% of keys scanned; attention-aware: 1 to 3%
• Stop on a fraction of attention mass, not a fixed token budget

ParisKV, ICML'26 · RetrievalAttention, NeurIPS'25 · Twilight, 2025 · RetroInfer, VLDB'26 · Tactic, ICLR'26

AI Explainability
• Training-data attribution is MIPS over stored per-example gradients (query H⁻¹g) 
• Both ends matter: top-k (NN) are the most helpful examples, bottom-k (FN) the most harmful 
• The top ranks are the explanation: first results matter more than mean recall 
• The harmful tail exposes data issues to debug, such as mislabels and outliers

TRAK, ICML'23 · Grosse et al., 2023 · LoGra, 2024 · Scaling Monosemanticity, 2024 · Myrtakis et al., KDD'25



ANN Inside AI Systems (2/2)
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Agentic search
• Agents send bursts of correlated, redundant queries and can re-query
• Share work across a burst; expose calibrated confidence instead of maximal recall
• Measure task success per unit cost, not recall@k

Search-R1, 2025 · Liu et al., CIDR'26 · Sen et al., 2026
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Conclusions



IR Tools Landscape 

ADBIS 2026 · Tutorial

The task decides the region; real systems combine several.

Nearest neighbor search

Dense vectors
this tutorial

Sparse vectors
SPLADE

DTW
Jaccard

Knowledge graphs
SPARQL, Cypher

Structured queries
SQL, NoSQL

Lexical & pattern search
BM25, boolean, regex, fuzzy

Generative retrieval
DSI
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What we learned
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Indexing graphs lead in practice, but offer no guarantees

Disk-based it is an I/O problem: page layout is part of the index design

Query-aware build the index with the queries it will serve

Filtered the filter must shape either the index or the traversal

Evaluation mean recall hides the hard queries: report a profile, not a number
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Which index? Regions, not cells 
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Two constraints place you on the map. The families overlap, because they combine.

dataset sizesmall large

re
ca

ll 
ta

rg
et

DRAM budget

in-memory graph

IVF quantization

disk-based graph

constraints that override 
the map

Build-time budget
graphs are slow to build, IVF is 
fast

Update frequency

IVF, or a streaming graph

Workload hardness

query-aware construction

Serving mode
CPU vs GPU, Batch vs Single queriy



Previous Tutorials on Vector Search from Our Group

● The Quest for Faster ANN Vector Search  [113]
M. Chatzakis, F. Del Gaudio, S. Sideri, T. Palpanas  ·  EDBT 2026, Tampere  ·  slides
Parallel and distributed ANN, streaming and evolving vector workloads, early termination with declarative recall targets.

● New Trends in High-D Vector Similarity Search: AI-driven, Progressive, and Distributed  [1]
K. Echihabi, K. Zoumpatianos, T. Palpanas  ·  VLDB 2021, Copenhagen  ·  slides
AI-driven indexing, progressive query answering with probabilistic guarantees, and distributed high-d similarity search.

● Big Sequence Management: Scaling Up and Out  [116]
K. Echihabi, K. Zoumpatianos, T. Palpanas  ·  EDBT 2021, Nicosia
Data series indexing at scale: scaling up on multi-core, SIMD and GPU hardware, and out across clusters.

All material: helios2.mi.parisdescartes.fr/~themisp/publications
ADBIS 2026 · Tutorial

https://helios2.mi.parisdescartes.fr/~themisp/publications/edbt26-FasterAnns-slides.pdf
https://helios2.mi.parisdescartes.fr/~themisp/publications/vldb2021-HighDSimilaritySearch-EchihabiZoumpatianosPalpanas-todistr.pdf
https://helios2.mi.parisdescartes.fr/~themisp/publications/
https://helios2.mi.parisdescartes.fr/~themisp/publications/
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Wei et al. “DET-LSH: A 
Locality-Sensitive Hashing Scheme 
with Dynamic Encoding Tree for 
Approximate Nearest Neighbor 
Search” PVLDB 2024

4ADBIS 2026 · Tutorial
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ELPIS
ng-approximate
DSTREE + HNSW

Azizi et al. “ELPIS: Graph-Based Similarity 
Search for Scalable Data Science” PVLDB 
2023
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ProS
progressive query answering
useful for ANNS early termination

Echihabi et al. “ProS: data series 
progressive k-NN similarity search and 
classification with probabilistic quality 
guarantees” VLDBJ 2023
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Francesca Del Gaudio et al., “DaiSy: A Library 
for Scalable Data Series Similarity Search”, 
SIGMOD Record 2026 

DaiSy library
for Fast Exact

Similarity Search

can be used for fast computation of 
ground-truth answers for ANN search
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